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Trust between these systems is 
ambiguous, everchanging, and deeply 
complex.



But we need to interoperate between 
these systems as efficiently as possible.



Trust-minimized base layers are the 
most effective way to interoperate 
between these systems.



Trust-minimized base layers are the 
most effective way to interoperate 
between these systems.
● Certificate authorities
● CSDs (DTCC, Euroclear, Clearstream, etc.)
● Google, Apple for identity 
● Governments



Trust-minimized base layers collapse 
many, bilateral trust assumptions into one 
multilateral trust assumption



Blockchains aim to be this trusted base 
layer, but historically they have done so by 
forcing systems to give up desirable 
properties, such as sovereignty, 
customization, control, privacy, and 
performance. 
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Ordering 
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fee auction, 
MEV-based

Canonicalizing data 
(determining what is 

irreversible)
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state of the system, 
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real world
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Sequencing Consensus Execution

Ordering 
transactions (FCFS, 

fee auction, 
MEV-based

Canonicalizing data 
(determining what is 

irreversible)

Computing the new 
state of the system

May want different privacy / permissioning 
guarantees for each component
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not need to hold 

decryption keys or 
define the privacy set!
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Separated / modular architecture via Layer 
2s is more flexible. 

This is only possible by 
separating consensus 

from execution



Sequencing
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Execution

Separated / modular architecture via Layer 
2s is more flexible. 

Doesn’t need to be 
“private” necessarily–is 

about security and 
robustness since it 

enforces irreversibility



Sequencing

Consensus

Execution

Separated / modular architecture via Layer 
2s is more flexible. 

Optimize throughput 
and latency by sharding 

block data across 
validators 

(Danksharding, VID, etc.)



Sequencing

Consensus

Execution

Separated / modular architecture via Layer 
2s is more flexible. 

Specialize roles– 
validators do not need 

to sequence, can run on 
different hardware, etc. 

(APS in Ethereum)



Sequencing

Consensus

Execution

Separated / modular architecture via Layer 
2s is more flexible. 

Nearly every protocol is 
moving towards this 
separating, including 

Ethereum (SNARKifying 
L1 via blobs)



Sequencing
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Execution

Separated / modular architecture via Layer 
2s is more flexible. 

Just need some “proof” 
of execution that can be 
externalized and acted 

upon



Sequencing

Consensus

Execution

Separated / modular architecture via Layer 
2s is more flexible. 

ZK proofs, TEE proofs, 
multi-signature proofs, 
re-execution proofs (or 
combination thereof)



Sequencing

Consensus

Execution

Separated / modular architecture via Layer 
2s is more flexible. 

May want to update 
proof system as 

technology progresses 
(Jolt → SP1 → Lineth)
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Execution

Separated / modular architecture via Layer 
2s is more flexible. 

Can customize 
execution STF / proofs 

to optimize performance 
for specific applications



Sequencing

Consensus

Execution

Separated / modular architecture via Layer 
2s is more flexible. 

Remove gas fees for 
confined applications, 

custom fee 
mechanisms, extremely 
compute-heavy loads
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On Interoperability…
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Slow finality times + slow proving times 
+ lack of standarization*



We have interoperability friction due to 
Slow finality times + slow proving times 
+ lack of standarization*

Finality time is a 
comprised of consensus 
latency and throughput



We have interoperability friction due to 
Slow finality times + slow proving times 
+ lack of standarization*

ZK proofs are not 
needed for all 

applications (e.g. USDC)
Interop is defined by 

assets / applications, not 
chains!



We have interoperability friction due to 
Slow finality times + slow proving times 
+ lack of standarization*

TEE + ZK proofs can 
bridge the latency gap 

(though more difficult for 
private applications)

Interop is defined by 
assets / applications, not 

chains!



We have interoperability friction due to 
Slow finality times + slow proving times + 
lack of standarization*

Issue is political 
alignment, incentives, 

and neutrality

We have good 
standards! (ERC-7786, 

etc.)






